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Assignment 5
Assigned: Tue Nov 6, 2001

Due: Tue Nov 20, 2001

In this assignment, you will use the neural network you developed for Assignment 4 on a regression prob-
lem. The problem is simple in that it involves predicting a variable, z, from two inputs, x and y. The function
looks something like the figure on the left:

The inputs x and y range from 0 to 1, as does the predicted variable z. I will give you 200 (noisy) samples
for training, and 5000 (noisy) samples for testing. The noise that has been added to the samples is Gauss-
ian. The figure above on the right shows the 200 training samples.

Typically, nonlinear regression problems are handled well by neural networks with a single layer of sigmoi-
dal hidden units and a linear output unit, and no direct connections from input to output. Modify your code
from Assignment 4 to implement such a network. 

Experiment with 2, 10, and 50 hidden units. Plot error on the test set as a function of training epoch, in
order to see whether you observe overfitting of the data.

If you know matlab, use your trained neural network to generate a plot like the above plot, by feeding (x,y)
pairs into your network, and sample uniformly in the (x,y) input space to generate a malab mesh plot. (If
you do not know matlab, but you provide me with an array of z values for x and y ranging from 0-1 in steps
of .05, I can make the mesh plot for you.)

You can obtain the data from me at:

ftp://ftp.cs.colorado.edu/users/mozer/ugrad-ml/regression.train
ftp://ftp.cs.colorado.edu/users/mozer/ugrad-ml/regression.train

Each row in the data file is one training or test example. Each row contains four columns: column 1 is the
example label, column 2 is x, column 3 is y, and column 4 is the target z value.
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