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ABSTRACT 
Pervasive computing offers a vision in which every room 
in the home and at work will become an interactive smart 
space filled with wireless and wired devices whose 
behavior can be remotely controlled by a user, including 
monitors, speakers, printers, kiosks, soda machines, 
appliances, toys, sensors, and networked software services.  
The goal of this paper is to address what we term the active 
device resolution problem in pervasive smart spaces.  
Given a user with a wireless PDA or cell phone who 
wishes to remotely control one of N devices or services 
within a smart room, which of the N devices is the intended 
or “active” device whose user interface (UI) should be 
automatically selected and prefetched before the user 
manipulates the remote control PDA?  Automated selection 
of the UI eases the user’s interaction with a pervasive 
environment, in comparison to manual selection, which is 
cumbersome, and directional remote control, e.g. pointing 
and clicking, which is insufficient to resolve the active 
device ambiguity when a group of devices is closely 
spaced, as in a home entertainment system.  Our goal is to 
anticipate the next user interface desired by the user based 
on each user’s history of remote control accesses.  We 
present a study of various prediction algorithms applied to 
user behavior, including first and second order Markov 
prediction as well as naïve Bayesian prediction, and show 
that the accuracy of prediction can range from 75-90%, 
depending upon the algorithm and the degree of training. 
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1 INTRODUCTION 
 
Ubiquitous computing offers the vision of a physical 
environment that is fundamentally more responsive to 
people.  Users will be able to benefit from the “smartness” 
of rooms and public spaces to seamlessly interact with a 
wide variety of  internetworked wireless and wired devices, 
e.g. printers, monitors, speakers, wearable computers, 
appliances, kiosks, toys, sensors, other wireless personal 
digital assistants and other video-enabled mobile phones 
[Weiser].  Emerging technologies such as wireless pico-cell 
Bluetooth networks, wireless Ethernet, third generation 
high speed cellular systems, low power high speed 
microprocessors, and matchbox-sized gigabyte disks are 
already hastening the arrival of a world in which smart 
spaces are truly pervasive.    
 
A common mode of interaction with a device-filled 
environment is via remote control.  The survey shown in 
Figure 1 illustrates that users already wish to extend their 
TV remote controls to improve their interaction with the 
environment, i.e. so that a single remote control can 
manipulate their TV as well as the lights.  So-called 
“universal remote controls” do not have this flexibility, and 
tend to focus only on the home entertainment system.  The 
X.10 protocol has been used to remotely control lights, as 
well as other equipment, such as window blinds, but is 
typically not integrated with the home entertainment 
system [X10].  We believe that a natural candidate for a 
truly universal remote control will be the PDA’s and cell 
phones that are already carried in the pockets of many 
users.  Most PDA’s are already equipped with infrared, and 
in the future will be equipped with built-in Bluetooth 
and/or 802.11b wireless Ethernet.  The PDA’s screen is 
also large enough to support a variety of UI’s to control 
many different devices.  As the user wanders into 
unfamiliar smart spaces, the wireless PDA will be able to 
flexibly host new UI’s, unlike hardware-based “universal 
remote controls”. 
 
When a user with a wireless remote control PDA turns on 
the PDA and enters a room, the smart room discovers the 
PDA and allows the PDA to discover the set of registered 



 

 

 
Figure 1.  Survey from USA Today Nov. 2000 reveals the 
desire for multi-function remote  

 
 
Figure 2.  The active device resolution problem: Given N 
devices capable of being controlled, which user interface is 
the best candidate for being automatically pre-fetched into 
the user’s remote control, so that the user can avoid manual 
selection before each remote control interaction? 

services that have been advertised for that environment.  
The discovery and advertisement of services in a smart 
space is enabled by a service discovery networking 
protocol, e.g. Sun’s Jini [Jini], Microsoft’s Universal Plug-
and-Play [UPNP], Bluetooth’s service discovery 
[Bluetooth], the Service Location Protocol (SLP) 
[Guttman], and Salutation [Pascoe].  Each ubiquitous 
computing device is modeled as offering one or more 
services.  In a typical smart spaces scenario, a user who 
walks into a room will utilize the service discovery 
framework to discover and control various devices: a light 
switch that is offering an on/off/dim lighting service; a 
monitor offering an output display service, and a 
thermostat offering a temperature control for the 
environment.  
 
The goal of this paper is to address what we term the active 
device resolution problem in pervasive smart spaces, as 
shown in Figure 2.  Given a user with a wireless PDA or 
cell phone who wishes to remotely control one of N 
devices or services within a smart room, the task is to 
determine which of the N devices is the intended or 
“active” device whose user interface (UI) should be 
automatically selected and prefetched before the user 
manipulates the remote control PDA.  When a user turns on 
their PDA, then our goal is to choose the best candidate UI 
to appear automatically on the user’s PDA given that a 
universal software remote control may support many UI’s. 
 
Automated selection of the UI eases the user’s interaction 
with a pervasive environment.  Otherwise, prior to each 
remote control interaction, the user would have to manually 
select the active device by scrolling through a list of N 
available devices, which can be tedious.  Moreover, if the 
devices or services are not clearly named, or if there is 
ambiguity when two similar devices are in the same room, 

e.g. two lights, printers, or displays, then manual selection 
becomes even more cumbersome.   
 
Directional remote control, e.g. pointing and clicking, is 
insufficient to resolve the active device resolution problem 
when a group of devices is closely spaced, as in a home 
entertainment system, or when a light switch and 
thermostat are closely spaced together on a wall.  
Orientation support can help reduce N, the number of 
devices in a remote control’s field of vision 
[Priyantha2001], but does not eliminate the problem of 
multiple services and devices within the range of the 
remote control.  In addition, standards such as wireless 
Ethernet and Bluetooth are sufficiently omnidirectional that 
future remote controls will be able to contact and control 
all services within a given radius, not just those confined to 
a pointing vector.   
 
A more convenient solution from the user’s perspective 
would be to expect the room to automatically discern the 
user’s intent and thereby resolve the active device to be 
controlled.  For example, suppose the smart room 
understands that normally a user who has just activated the 
DVD player will then dim the lights.  Suppose also that the 
light switch is located near a thermostat.  Then, when the 
user points and clicks towards the light switch, the smart 
infrastructure will be able to use past behavior to predict 
that the user intends to communicate with the light switch 
rather than the thermostat.  Accordingly, the appropriate 
user interface (UI) would automatically appear on the 
remote control.  
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 Our goals are to understand user context, learn the remote 
control access patterns of each user and the system as a 
whole, and then determine the algorithms and policies that 
provide the most accurate estimate of the next user 
interface needed by the user.  In the remainder of the paper, 
we explain the various prediction algorithms that we 
considered in Section 2, describe our experimental setup in 
Section 3, discuss the accuracy statistics obtained by 
applying the prediction algorithms in Section 4, and finish 
with a discussion of future and related work. 
 
2 PREDICTION ALGORITHMS 
 
In this section, we describe each of the four prediction 
algorithms that we evaluated for prediction accuracy. 
 
2.1 Nth-Order Markov 
 
Markov analysis looks at a sequence of events, and 
analyzes the tendency of one event to be followed by 
another. Using this analysis, you can generate a new 
sequence of random but related events, which will look 
similar to the original.   A Markov process is useful for 
analyzing dependent random events - that is, events whose 
likelihood depends on what happened previously. It would 
not be a good way to model a coin flip, for example, since 
every time you toss the coin, there is no memory of what 
happened before. The sequence of heads and tails are 
independent events. However, many random events are 
affected by previous events.   Our intuition was that typical 
user access patterns exhibit enough dependencies in 
behavior that a Markov-type model was worth 
investigating for its predictive accuracy, e.g. nearly every 
time after a user turns on the TV the same user then turns 
on the DVD. 
 
A Markov process is characterized as follows.  The state ck 
at time k is one of a finite number in the range {1,..,M}. 
Under the assumption that the process runs only from time 
0 to time n and that the initial and final states are known, 
the state sequence is then represented by a finite vector 
C=(c0,...,cn).   Let P(ck | c0,c1 ,...,ck-1) denote the probability 
(chance of occurrence) of the state ck at time k conditioned 
on all states up to time k-1. The process is a first-order 
Markov if the probability of being in state ck at time k, 
given all states up to time k-1, depends only on the 
previous state, i.e. ck-1 at time k-1, i.e. P(ck | c0,c1 ,...,ck-1) = 
P(ck | ck-1).  For an nth-order Markov process, P(ck | c0,c1 
,...,ck-1) = P(ck | ck-n ,...,ck). 
 
Figure 3 illustrates how we applied first-order Markov 
modeling to the access patterns of N=4 devices.  Each state 
in the model corresponds to a device access, e.g. TV, DVD, 

stereo, and alarm.  The transition probabilities are 
constructed from the sample statistical traces we collected 
of user behavior, i.e. for each given state, we calculated the 
percentage of accesses found in the trace to the other states.   
For example, PTD is the sample statistic equal to the number 
of times the DVD was accessed after the TV.  Given a 
current state, then a Markovian prediction algorithm would 
choose as the next state the one that maximizes the state 
transition probability from the current state. 
 
While our first order Markov model simply used the 
previous device accessed to predict the next device to be 
accessed, we also studied second and third order Markov 
models, e.g. what is the likelihood that the next access will 
be the TV given that the past two access were alarm and 
DVD?  Since these models were constructed on a per-user 

basis, then what we term as our first order Markov is 
technically a second-order Markov conditioned both on the 
user identity and the previous user action. The 
experimental results will be discussed in Section 4. 

 
Figure 3.  Per-user first order Markov with four states, 
corresponding to four remotely controlled devices.  The 
arrows represent state transition probabilities. 

 
2.2 Naïve Bayes 
 
Naïve Bayes classification provides a mechanism for 
placing a new event into the “right” category, given a set of 
existing categories.  In our context, we are trying to predict 
the next event given a set of existing user accesses, i.e. 
given N devices, our task is to compute each of the N2 
probabilities: 
P(A=d(k) | U=u0, PA=d(j)), for k and j=1..N,  
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where A=access, d(k) is device k, U=user for a fixed user 0, 
and PA=previous access.  Given these probabilities, then 
Naïve Bayes chooses the next device which maximizes the 
transition probability from the previously accessed device. 
 
The Bayes relation can be stated as P(A B) = P(A|B)P(B), 
so that P(A B C) = P(A)P(B|A)P(C|A. B).  The naïve Bayes 
classifier uses the following approach: 
max P(A(i)|B) = max  P(B|A(i))*P(A(i)) / P(B) 
                        = max P(B|A(i))*P(A(i)), maximizing over 
i. 
 
Therefore, we choose the k’th device that maximizes the 
following expression:  
max P(A=d(k) | U=u0, PA=d(j)), 
= max P(A=d(k))*P(U=u0|A=d(k))*P(PA=d(j)|A=d(k))  (1) 
 
Each of the elements in Equation 1 can be estimated from 
our trace data.   For example, if d(k)=DVD, the user u0 is 
John, and d(j)=TV, then equation 1 becomes a 
maximization of the following probabilistic expression 
whose elements can be estimated from our data, namely: 
P(A=DVD)*P(U=John|A=DVD)*P(PA=TV|A=DVD). 
 
2.3 Nearest Neighbor 
 
Among the different paradigms of learning in Artificial 
Intelligence, there is one class of models, which uses 
observed patterns in data to create classification rules, and 
another class of models, which does not depend on these 
inferring rules and works directly from the stored data 
available. In this section we concentrate on the latter class 
of models known as Memory-Based Reasoning models. 
[Stanfill86]  
 
One memory-based reasoning algorithm is the Nearest 
Neighbor Algorithm. Nearest Neighbor suited our 
prediction problem because the likelihood of finding an 
identical match in a table or memory is small, so it would 
be more convenient to find the most similar case to our 
present situation using some distance metric over the stored 
cases.  A solution using this method would involve three 
components: the set of stored cases, the distance metric 
used to compute the distance to similar cases and the 
number of nearest neighbors to retrieve, say k.  In our 
context, we have to predict the appropriate user interface 
based on what day of the week it is, what time of the day it 
is, and what were the previous actions performed by the 
user.  The current versions of the above attributes are used 
to retrieve k number of similar cases from the stored cases. 

Once these k neighbors are retrieved their attributes are 
examined and an absolute distance is computed for the new 
case from each of these cases.  The prediction could then 
be based on the outcome of the case that is nearest to the 
current case.  One important point to note is that not all 
attributes of the data set would contribute to this distance 
function.   Some of them can be irrelevant and can decrease 
the accuracy of prediction.  Thus the success of this method 
would depend on parameters like determining the optimum 
set of attributes and the optimum value of neighborhood 
size N.  The effectiveness of a distance-based solution is 
greatly enhanced by specialized hardware or by presorting 
the data for comparisons [Polyanalyst] [Weiss98]. 
 
2.4 Decision Tree 
 
Another algorithm used for the prediction analysis was the 
decision tree algorithm. Unlike the Nearest Neighbor 

method, this method offers faster processing of large 
amounts of records/data.  This method uses comparative 
operations rather than mathematical distances.  To classify 
a case, the root node is tested as a true-or-false decision 
point.   Depending upon the result of the test associated 
with the node, the case is passed down the appropriate 
branch and the process continues.  When a terminal node is 
reached, its stored value is the answer.   

 
Figure 4.  Decision Tree. 

 
Figure 4 shows a model of such a tree.  The basic idea is to 
break down a complex decision into a number of simpler 
decisions, hoping that the final solution obtained this way 
would resemble the desired solution [Weiss98].  In our 
context, we can say that each node tests an attribute.  For 
example, let the first test be based on the user identity, i.e. 
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is this user X?  If yes, then is the most recent access a TV?  
If yes, then is the current time in the evening?  If yes, then 
predict that the next access will be DVD.  If no, then 
predict that the next access will be the stereo.  The decision 
tree would take a different branch based on the conditions 
of each access.  Various decision trees could be generated 
based on which node is selected as the root and the best 
among those could be selected for the prediction. 
 

3 EXPERIMENTAL SETUP 
 
Traces were collected over the course of three weeks in the 
home of one of the co-authors.  Three unique users 
manually recorded their usage of four devices: a TV, a 
stereo, a DVD player, and a burglar alarm.  The devices 
were all within the same room.  The users recorded the 
following information on the log:  day of the week, time of 
day, device being controlled, and the action (on/off).  The 
logs also showed the identity of each user.  In the future we 
plan to collect more samples from more users using more 
devices, e.g. lights.  We also plan to explore the use of 
automated collection of data instead of manual logs.   
 
The traces included a total of 138 samples.  For the 
experiments, these samples were divided into training sets 
and test sets.  These divisions were done in two different 
ways.  The first method consisted of: 
 

• Selection of 34 examples (25% of the total) 
chosen at random, forming the test data.  

• Selection of training sets ranging in size from 1 to 
100 samples, chosen at random from the total 
sample. 

 
The second method involved partitioning the samples into 
separate training and test sets according to the sequence in 
which they were logged.  The first 100 samples were used 
as training sets, in sizes ranging from 10 to 100 in 
increments of 10.  These training sets were also assembled 
according to the sequence in which they were logged, i.e. 
the first 10 samples in the log were used for the training set 
of size 10, the first 20 samples in the log were used for the 
training set of size 20, etc.  For this second method, the 
remaining 38 samples in the log were set aside as the test 
data  
 
The performance of the algorithms was evaluated using a 
combination of commercial machine-learning tools and 
applications written specifically for this project.  The 
commercial tool was PolyAnalyst from Megaputer 

Intelligence Inc [Polyanalyst].1  This program conveniently 
includes ten different machine-learning algorithms, of 
which two were suitable for our problem:  nearest neighbor 
and decision tree. 2   These are well suited for our 
predictive classification problem, i.e. the goal of the 
prediction is not to produce a number, but a classification:  
the particular device the user wishes to use. 
 
The prediction accuracy of the nearest neighbor and 
decision tree algorithms were all measured using 
PolyAnalyst and the first mixed method of selecting 
training and test sets described above.  These results are 
shown on Figure 7 and will be discussed in the next 
section. 
 
The prediction accuracy of the Markov and Naïve Bayes 
algorithms relied on software implementations written by 
two of the co-authors specifically for these experiments.  
Figure 6 illustrates the accuracy of these algorithms using 
only the second partitioned method of creating training and 
test sets, while Figure 7 illustrates the accuracy using only 
the first mixed method.  These results are explained in the 
next section. 
 

4 EXPERIMENTAL RESULTS 
 
Our initial findings suggest that prediction is feasible, and 
can achieve an accuracy of 75-90% depending on the 
length of the training set and the algorithm used.  However, 
before we begin with the analysis of any of the algorithms 
presented in this paper, we need a baseline for comparison.  
Figure 5 depicts the distribution of device accesses in the 
first and second test sets.  The most common device chosen 
in all the training sets was the TV.  Hence, a useful baseline 
algorithm to compare against would be a most-common 
device (MCD) algorithm that chose the device with the 
largest percentage of the distribution.   
 
In our study, an MCD algorithm that picked the TV for 
every test sample would be right 58 percent of the time for 
the first set of training and test data, and 53 percent for the 
second method.  Hence, any of our the other prediction 

                                                           
1 This commercial product was used on a trial basis for these tests.  

Other tools implementing the same algorithms (nearest neighbor 
and decision tree) are available without charge for academic 
use. 

2 The other algorithms are not suitable for this test domain.  Some 
are unsuitable because they require numerical target attributes.  
The target attribute in this test was a classification among 
several strings.  Other algorithms were unsuitable because they 
solve clustering problems. 
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algorithms considered here should at least perform 
significantly better than 58 percent correct on the first set 
of data and 53 percent correct on the second set of data.  
These two percentages are what we considered the baseline 
for our comparison.   
 
 
4.1 Nth-Order Markov 
 
The Markov algorithm was tested using the second method, 
where the training set consists of the first 100 data points 
and the test set consisted of the remaining 38 data points, 
described in the experimental setup.  One additional step 
was taken with Markov.  We started testing the algorithm 
by just using the user identity and the previous user action 
to predict the next device desired.  This yielded a result of 
68 percent as an average performance for higher data sets.  
The result of these tests can be seen in Figure 6, series U1.  

This is a 15 percent increase in performance over the 53 
percent of the baseline.   

Test Set Device Distribution #1

tv
dvd
stereo
alarm

 

Test Set Device Distribution #2

tv
dvd
stereo
alarm

 
 
Figure 5, Device Distributions for test set #1 (mixed 
training and test samples) and #2 (partitioned 
training and test samples). 

 
As more information was added, the percentage of correct 
guesses increased.  By adding the second previous, the 
algorithm gained, on average, 8 percent in correct guesses 
for the high number of training data (Figure 6, series U12).  
This is a significant increase of 23% over the baseline. 
 
The BU123 line in Figure 6 shows a drop to 65% accuracy 
in prediction.  We believe that this decreased accuracy may 
be due to the “noise” in the 3rd previous action of the user 
in the training data.  This decrease may also show that 
Markov is more susceptible to the effects of noise in the 
data.  It is worth noting that even with only 30 data points 
used as a training set, this algorithm still yields a significant 
gain over the simplest algorithm. 
 
The implementation used to test Markov was extremely 
fast and can be incorporated into a real-time that can guess 
the probable device based on the user’s previous actions.  
The run time for each of incremental training sets was less 
than one second.  Overall this algorithm does yield a 
significant improvement over the baseline algorithm in real 
time.   
 
4.2 Naïve Bayes 
 
Naïve Bayes was tested using the same training 
methodology as that of Markov.  The same training and test 
sets were used to gain an estimate of the accuracy of Bayes 
in predicting the next probable device.  The algorithm 
performed quite well, yielding results ranging from 68-78 
percent for 100 training points. 
 
Figure 6 shows the results of the predictions tests.  By 
increasing the amount of information supplied by the user 
in making the prediction the accuracy is increase.  Figure 6 
shows the percent correct as a function of the number of 
data points in the training set.  Naïve Bayes predicts with 
the same accuracy as Markov when using just the user 
identity and the first two previous actions. 
 
The area where Naïve Bayes is an improvement over 
Markov is in its handling of “noise” in the training set.  
This can be seen in series U123 of Figure 6.  Overall, 
Bayes using U123 yielded better, more accurate predictions 
than that of Markov, even though there is “noise” in the 
data.  The lines in Figure 6 for Bayes reveal a trend for the 
algorithm, as more information is included either in the 
training set or in the prediction information, the accuracy in 
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predicting the next device is increased.  Overall naïve 
Bayes has yielded the best gain from the simplest algorithm 
so far, with a best performance of 78 percent correct at 100 
data points in the training set. 
 
This fact, when coupled with a very fast run-time (less than 
one second), makes Naïve Bayes a very prime candidate 
for implementation in a real-time system. 
 
4.3 Nearest Neighbor 
The nearest neighbor algorithm showed promising results.  
All training and test sets for were assembled using the first 
method described in section 3.  On six of the larger training 
sets, this algorithm was able to make predictions with 94 
percent accuracy.  For example, on a randomly-picked 
training set of 66 samples, nearest neighbors made the 
predictions shown on Table 1. 
 

Real/Pre
d 

TV Alarm Stereo DVD 

TV 20 0 0 0 
Alarm 0 7 0 0 
Stereo 2 0 4 0 
DVD 0 0 0 1 

 
Table 1.  Nearest neighbor predictions based on 
randomly selected training set of size 66, tested on 
random sample of 25 percent of all data. 
 
Entries on the diagonal in Table 1 show correct predictions.  
All others show errors.  Here, the algorithm made just two 
errors out of 34, twice predicting that the user wanted the 
TV interface when the user actually chose the stereo.  
Another example of the performance of nearest neighbor is 
shown in Table 2.  This also shows two mistakes out of 34, 
the first a prediction of TV when the user actually picked 
DVD and the second a prediction of TV when the user 
wanted the alarm. 
 
Real/Pred TV Alarm Stereo DVD 
TV 20 0 0 0 
Alarm 1 6 0 0 
Stereo 0 0 6 0 
DVD 1 0 0 0 
 
Table 2.  Nearest neighbor predictions based on 
randomly selected training set of size 90, tested on 
random sample of 25 percent of all data. 
 

The overall performance of nearest neighbor is shown on 
Figure 7.  The x-axis is the size of the training set.  The y-
axis is the percentage of correct predictions out of the test 
set of 34 examples (assembled using the first method 
described in Section 3).  No results are shown for training 
sets of fewer than 10 examples because this 
implementation of the algorithm requires a training set of at 
least 10.  Some data points are missing because of this 
implementation’s inability to apply the rule based on 
certain training sets against the random sample.  The 
authors believe this inability reflects an idiosyncrasy of the 
implementation. 
 
The results show that nearest neighbor needs a training set 
of between 20 and 30 examples before it produces 
meaningful predictions.  But once the algorithm can train 
on at least 80 examples, it makes accurate predictions about 
90 percent of the time.   
 
It is important to note that a prediction accuracy of 58 
percent on this chart represents the accuracy of the simplest 
classification rule, the MCD algorithm described above.  
This algorithm requires no computation other than counting 
which classification occurs most frequently in the data, 
here the TV.  The MCD algorithm would have 58 percent 
accuracy on this test set with no learning at all.  This 
percentage shows up again in the decision tree results 
discussed in the next section. 
 
The variation in the accuracy of the nearest neighbor 
algorithm shown on Figure 7 is the result of the two 
factors:  noise in the data and the random selection process 
for the training sets.  Noise in this data means the user 
doesn’t always follow a consistent pattern.  The random 
selection process for the training sets means that sometimes 
the training set will contain relatively few of the examples 
which show a pattern and relatively many of the examples 
which do not follow a pattern.  Even if a particular user is 
usually consistent, random selection means that the 
consistent examples will sometimes be underrepresented in 
the training set. 
 
A significant issue with the nearest neighbor algorithm is 
run time.  In these experiments, the run time was about 1 
second for each 10 items in the training set, i.e., a 10 
second run time for a training set of 100.  Obviously this 
delay would not be acceptable to the user.  The solution is 
to run the algorithm off line.  After the off line analysis 
produces a classification rule, that rule could be quickly 
applied to a new example.  Moreover, once there are 
sufficient examples of the system and the users’ behavior, 
it would be feasible to run the algorithm on the full training 
set only at intervals, with the length of the intervals 
determined adaptively.  The system could be implemented 
to adapt the interval based on how much difference there is 
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between the former and current rules.  If the full analysis 
produces basically the same rule, the interval could be 
lengthened.  If the rule changes beyond some threshold, the 
interval to the next full analysis could be reduced.   
 
4.4 Decision Tree 
 
The decision tree algorithm demonstrated that it could 
induce classification rules from the data, but not as well as 
the nearest neighbor algorithm.  The accuracy of decision 
tree was generally 20 percent worse than nearest neighbor.  
All training and test sets were assembled using the first 
method described in section 3.  The decision tree algorithm 
also required a larger training size before it could produce 
meaningful results.  Until the decision tree could train on at 
least 45 examples, it made predictions only with the 
accuracy of the simplest classification rule, 58.82 percent.  
Whenever the decision tree algorithm trained on sets of 
fewer than 45 examples, its prediction rule was just to 
predict the TV every time.   
 
Figure 7 also shows the results of the naïve Bayes and 
Markov algorithms on the same training and test sets used 
in the analysis of decision tree and nearest neighbor.  The 
results for naïve Bayes and Markov are shown for training 
sets of sizes in increments of 10; lines do not connect those 
points.   
 
Run time is also an issue for the decision tree algorithm.  
Although not as slow as nearest neighbor, this 

implementation of decision tree still ran too slowly to allow 
on line use of the algorithm.  The off line approach 
discussed above would also be required for decision tree. 
 

4.5 Future work 
 
The preliminary findings of this research suggest many 
areas for improvement.  We plan to extend our analysis to 
collect longer traces of user behavior then have been shown 
here.  Such traces should be collected in an automatic 
fashion, incorporating many more users over longer time 
scales, and should include more devices such as light 
switches, remotely controllable phones, etc.  Longer traces 
will help us provide clearer validation of our Markovian 
assumptions.  Also, accuracy is not the only metric.  We 
would also like to compare the speed of prediction of 
various algorithms.  Some algorithms are considerably 
more compute-intensive than others, which will affect their 
real-time performance.  For non-real-time algorithms, 
learning can be performed off-line to isolate the user from 
the latency of prediction.  We would like to provide more 
precise measures of the complexity of each algorithm, in 
order to measure how close to real time each algorithm 
could come, given that the state space of N devices or 
parameters may be much larger, especially of k-th order 
Markov modeling. 
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Markov Prediction Accuracy vs. Training Set Size
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Figure 6.  Markov and Naive Bayes prediction accuracies based on the second method of partitioned training and test 
samples



 

 
5 RELATED WORK 
 
Prior work on remote control of applications via a PDA has 
focused on controlling a video conferencing application 
[Hodes99a] as well as providing an XML framework for 
controlling lights and stereo components [Hodes99b].  
These efforts focus on manual control and selection, and do 
not address automated selection and prediction.  In CMU’s 
Pebbles project, a PDA is used to control a single PC’s 
screen and various PC applications, including PowerPoint 
as well as a Web browser [Myers98, Myers2000].  Cellular 
phones have been used as remote controls to purchase 
sodas from vending machines in Nordic countries using the 
Jalda payment standard developed [Jalda].  So-called 
“universal remote controls” represent inflexible hardware 
solutions that only interact with the components in a home 
entertainment system. 
 
The challenges introduced by more general ubiquitous 
computing environments populated with N devices are only 
beginning to be addressed [Hodes99b, Han2000].  Multi-
device ubiquitous computing is largely a new topic, as few 
researchers have yet considered the implications of 
supporting multiple devices simultaneously in the context 
of remote control applications.  Stanford’s multibrowsing 
project [Johnson2001] investigates user interaction with 
multiple output displays.  Web pages can be moved 
between multiple smart displays using a middleware 
infrastructure in conjunction with Web browser plugins.  
Similarly, multi-device user interfaces have been proposed 
in which a user can “pick” an object from a PDA and 
“drop” it on a PC screen or digital whiteboard using 
middleware [Rekimoto98].  Other work has focused on 
partitioning of a dual-device user interface between a 
wireless PDA remote control and a single other device, 
namely an interactive TV [Robertson96].  These efforts are 
primarily concerned with moving data between devices and 
do not address the problem of active device resolution 
given multiple controllable devices in a remote control’s 
field of vision.  Also, these efforts are largely specialized 
outside of standard service discovery frameworks. 
 
As mentioned in Section 1, a key component of the 
developing infrastructure for ubiquitous computing is 
based on the discovery and advertisement of services.  
Local-area service discovery protocols include Jini, UPNP, 
Bluetooth’s service discovery, SLP, and Salutation.  Both 
Jini and UPNP use IP multicast on well-known addresses 
to advertise and discover services.  Jini and SLP both 
employ a centralized directory or registry, i.e. devices 
advertise their presence by registering themselves with the 
directory.  UPNP uses a decentralized peer-only method in 
which devices multicast directly to other devices.  Jini is 
built entirely on top of Java except for an initial bootstrap 

discovery protocol, and downloads Java objects and service 
descriptions over Java’s Remote Method Invocation (RMI) 
to Java Virtual Machines (JVM) on all devices (those 
ubiquitous computing devices too limited to support a JVM 
can still participate by using a JVM proxy).  UPNP 
assumes IP packet delivery and utilizes HTTP as a 
transport mechanism for XML service descriptions.  
Bluetooth’s service discovery protocol SDP is lower layer 
and network-specific.  
 
Depending upon the service discovery protocol in use, 
there are implications on the user interface’s flexibility.  
Jini imposes a UI upon the user defined by the service 
provider, since the Jini client downloads a vendor-defined 
Java executable object that implements the provider’s UI.  
UPNP provides more freedom for the client side to 
implement its own UI, since UPNP simply exposes the 
control variables available at a service provider for the 
client to adjust.  UPNP thereby allows the client to decide 
which control variables to adjust and how to convey these 
controllable variables via a UI.  This paper has not focused 
on the look-and-feel of the UI on the handheld, nor on how 
this look-and-feel may be constrained by service discovery, 
but instead focuses on which of N UI’s should be 
automatically presented to the user. 
 
Early work on intelligent environments includes a study of 
predicting a user’s movement within a smart home using 
neural networks [Mozer98].  This study focused on 
triggering lighting based on the user’s location and past 
pattern of behavior in turning on and off lights.  Our study 
extends this work to focus on predicting more general 
kinds of user activity.  Georgia Tech has built an “Aware 
Home” to assist those who may be impaired with 
Alzheimer’s [Fox2001].  Microsoft’s EasyLiving project 
has created an intelligent living room implements a follow-
me application that tracks user motion using stereo cameras 
in order to keep a user interface in front of a user for easy 
access [EasyLiving]. 
 
6 SUMMARY 
 
In this paper, we addressed the active device resolution 
problem of predicting the user interface desired by a user 
of a remote control when there are N devices in the vicinity 
that can be controlled.  We collected real world traces of 
user behavior and applied several predictive algorithms, 
including Markov, naïve Bayes, nearest neighbor, and 
decision tree algorithms.  Our initial findings suggest that 
prediction is feasible, and can achieve an accuracy of 75-
90% depending on the length of the training set and the 
algorithm used.  Nearest neighbor achieved the highest 
accuracy of 90%, but operates too slowly for real time 
prediction.  The naïve Bayes classifier achieved a 
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Figure 7. Prediction accuracy of Nearest Neighbor (NN), Decision Tree (DT), Naïve Bayes (NB), and Markov (M) 
using the first method for assembling the training and test sets.  Test set size 34, randomly selected. 

prediction accuracy of 78% after 100 training samples 
while peering back 3 user access events, and is capable of 
near real time operation. 
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